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Extended abstract

An important issue in computer vision is the problem of estimating coefficients of a given algebraic
equation that constrains a set of image feature locations. Geometrically, such an equation describes a
multidimensional surface (possibly just a curve) embedded in a space of higher dimension. In some
cases, candidate surfaces are subject to additional constraints not involving feature locations. The above
estimation problem can thus be viewed as that of fitting a curve or surface, possibly lying within a certain
manifold, through a number of points. Conic fitting is one particular problem of that kind [1, 7]. Two
other closely related problems arise in connection with recovery of 3D world points from their 2D images
located in a pair of image planes. In the case of a stereo pair of images, such recovery can essentially be
reduced to the problem of estimating coefficients of the epipolar equation [3]. In the case of optical flow,
the recovery problem reduces to that of estimating coefficients of the differential epipolar equation [2, 6].
Both of these problems involve an additional cubic constraint. The principal equation that applies to a
wide class of problems, including those specified above, takes the form

θTu(x) = 0. (1)

Here x = [x1, . . . , xk]
T is a k-vector representing the data (for example, the locations of a pair of corre-

sponding points), x 7→ u(x) = [u1(x), . . . , ul(x)]
T is a known mapping, each component of which is a

(scalar) quadratic form in x, and θ = [θ1, . . . , θl]
T is an l-vector representing unknown parameters. The

additional constraint, if it applies, may be expressed as

ψ(θ) = 0 (2)

for some scalar-valued function ψ. The estimation problem can now be stated as follows: Given a set
{x1, . . . ,xn} of image data, determine θ satisfying (2) such that (1) holds with x replaced by xi for
1 ≤ i ≤ n. When n > l, the corresponding system of equations is overdetermined (due to the presence of
noise) and may fail to have a non-trivial solution. In this case, we are concerned with finding θ that best
fits the data in some sense. Various methods for finding such a fit have been developed. A vast class of
techniques rest on the use of cost functions measuring the extent to which the data and candidate estimates
fail to satisfy (1). If—for simplicity—one sets aside the additional constraint, then, given a cost function
J = J(θ;x1, . . . ,xn), a corresponding estimate θ̂ is defined by

J(θ̂) = min{J(θ;x1, . . . ,xn) : θ with ‖θ‖ = 1},



where the normalisation condition ‖θ‖ = 1 is introduced to exclude the trivial solution θ = 0. A simple
and natural cost function is the quadratic one given by

J1(θ;x1, . . . ,xn) =

n∑
i=1

θTu(xi)u(xi)
Tθ.

It leads to an ordinary least square estimate θ̂OLS that can be explicitly computed via singular value
decomposition. More involved cost functions can be devised under the assumption that the xi are samples
of independent random vectors, each having a multidimensional normal distribution with mean centered
at a corresponding unknown ‘ideal’ datum xi, and with covariance matrix Cov [xi]. Statistical theory
suggests forming the cost function

J2(θ;x1, . . . ,xn) = min
{ n∑

i=1

(xi − xi)
TCov [xi]

− (xi − xi) : θ and x1, . . . ,xn such that

θTu(x1) = · · · = θTu(xn), ‖θ‖ = 1
}
,

where Cov [xi]
− denotes the pseudoinverse of Cov [xi] which, as opposed to the ordinary inverse, also

accounts for the case where Cov [xi] is singular. The function J2 represents the minimum sum of squared
Mahalanobis distances between the data xi and ‘data corrections’ xi lying on the surface {y : θTu(y) =
0}. The minimiser of J2 corresponds to a minimal adjustment of the data in the sense of the Mahalanobis
distance. This coincides with the statistically optimal maximum likelihood estimate θ̂MLE, which however
does not lend itself to explicit computation. A tractable approximation of J2 can be obtained by employing
a first-order approximation of the Mahalanobis distance in conjunction with approximating covariance
matrices associated with the ideal data by ‘covariance matrices’ associated with the noisy data. This
approximation of J2 takes the form

J3(θ;x1, . . . ,xn) =

n∑
i=1

θTu(xi)u(xi)
Tθ

θTDu(xi)Cov [xi]Du(xi)Tθ
,

where Du(x) denotes the matrix of the partial derivatives of u(x). The corresponding weighted least
square estimate θ̂WLS still cannot be expressed in closed form, but at least an approximation to it can be
calculated by employing a numerical scheme that is seeded with θ̂OLS. The first such scheme was pro-
posed by Sampson [5]. Kanatani [4, Chap. 12] noted that Sampson’s algorithm is statistically biased and
proposed an amendment in the form of what he termed a renormalisation scheme. While the aim of renor-
malisation is to produce a better approximation to θ̂WLS, it is not clear what the theoretical relationship is
between θ̂WLS and the limit estimate generated by the renormalisation scheme.

The purpose of this paper is to fill this gap. To explore the underlying nature of the renormalisation
scheme, we first evolve a fundamental ‘Newton-like’ algorithm for calculating θ̂WLS based on the alge-
braic constraint to which all critical points of J3 are subject. We use this algorithm to carefully gauge
differences in the roles played by various expressions entering the renormalisation scheme. The upshot
is the realisation that the statistical argument upon which the renormalisation scheme is based has to be
modified to incorporate what we call compensating factors if the scheme is to produce estimates that do
not change when all the covariance matrices are multiplied by a common positive scalar factor. The intro-
duction of compensating factors also permits the limit estimate generated by the renormalisation scheme
to be identified as the limit of a sequence of minimisers of certain cost functions. These cost functions are
inductively defined by

J
(k)
4 (θ;x1, . . . ,xn) =

θTMbθk−1
θ

θTNbθk−1
θ
,

2



where

Mθ =
∑
i=1

u(xi)u(xi)
T

θTDu(xi)Cov [xi]Du(xi)Tθ
, Nθ =

∑
i=1

Du(xi)Cov [xi]Du(xi)
T

θTDu(xi)Cov [xi]Du(xi)Tθ
,

and θ̂k−1 is the minimiser of J (k−1)
4 . Note that no cost function underlies the renormalisation scheme in

Kanatani’s original development. If we define the renormalisation estimate θ̂REN as the limit of {θ̂k},
we can then view the renormalisation algorithm as a means for calculating θ̂REN. Interestingly, despite
the fact that θ̂REN is not represented as the minimiser of a single cost function, one can specify a natural
algebraic equation that θ̂REN satisfies. Subordinating the original renormalisation scheme to a sequence
of cost functions leads immediately to a few natural variants of the scheme, all aiming to produce θ̂REN

as a limit value. These schemes are based on slightly different approximations of the algebraic constraint
for θ̂REN, and involve different degrees of numerical sophistication. A final result of our analysis is the
conclusion that, since the algebraic constraints for θ̂WLS and θ̂REN turn out to be different, θ̂WLS and
θ̂REN are different as theoretical identities. In particular, the limit estimate of the renormalisation scheme
cannot be seen, theoretically, as a means to calculate θ̂WLS. In contrast, the aforementioned fundamental
algorithm, serving as a benchmark in the analysis of the renormalisation scheme, is a genuine means for
theoretically calculating θ̂WLS.
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